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Abstract

In largedatawarehousingnvironmentsijt is oftenadwantageouso provide fast,approximateanswergo comple
aggr@atequeriesbasedon statisticalsummarieof thefull data. In this paper we demonstratéhe difficulty of pro-
viding goodapproximateinswergor join-queriesusingonly statisticgin particular samplesjrom thebaserelations.
We propose€oin synopsegjoin sampleshsan effective solutionfor this problemandshov howv precomputingust
onejoin synopsidor eachrelationsufiicesto significantlyimprove the quality of approximateanswerdor arbitrary
querieswith foreignkey joins. We presenbptimalstratgiesfor allocatingtheavailablespaceamongthevariousjoin
synopsesvhenthe querywork loadis knowvn andidentify heuristicsfor the commoncasewhenthework loadis not
known. We alsopresentfficient algorithmsfor incrementallymaintainingjoin synopsesn the presencef updates
to thebaserelations.Oneof ourkey contritutionsis a detailedanalysisof the errorboundsobtainedfor approximate
answerghatdemonstratethe trade-ofs in variousmethodsaswell asthe advantagesn certainscenarioof a nev
subsamplingnethodwe propose. Our extensie setof experimentson the TPC-D benchmarkdatabaseshov the
effectivenesof join synopsesndvariousothertechniquegproposedn this paper

1 Intr oduction

Traditional query processinghasfocusedsolely on providing exact answersto queries,in a mannerthat seeksto
minimize responsdime andmaximizethroughput.However, in large datarecordingandwarehousingervironments,
providing anexactanswerto a complex querycantake minutes,or evenhours,dueto theamountof computatiorand
disk I/O required.

Thereare a numberof scenariodn which an exact answermay not be required,and a usermay prefer a fast,
approximateanswer For example,during somedrill-down querysequence ad-hocdatamining, initial queriesin
the sequenceare usedsolely to determinewhat the interestingqueriesare [HHW97]. An approximateanswercan
alsoprovide feedbackon how well-poseda queryis. Moreover, it canprovide a tentative answerto a querywhenthe
basedatais unavailable. Anotherexampleis whenthe queryrequestsiumericalanswersandthefull precisionof the
exactanswers not neededeg.g.,a total, average or percentagdor which only the first few digits of precisionare of
interest(suchastheleadingfew digits of atotalin themillions, or thenearespercentileof a percentage)rinally, note
thattechniquedor fastapproximateanswersanalsobeusedin a moretraditionalrole within the queryoptimizerto
estimateplan costs;suchanapplicationdemandwery fastresponsdimesbut not exactanswers.

Motivatedby the above reasoningwe studythe issueof providing approximateanswerdo queriesin this paper
Ourwork is tailoredto datawarehousingervironments.In particular we focuson providing approximateanswes to



aggregatequerieson joins of relations! Our goalis provide an estimatedesponsén ordersof magnitudelesstime
thanthetime to computeanexactansweyby avoiding or minimizing the numberof accesset the basedata.

While therehasbeena flurry of recentwork in approximatequeryanswering(e.g.,[VL93, BDFF97, GMP97a
GMP97h HHW97,GM984), only thework by Hellersteinet al[HHW97] haslookedat the problemof approximate
join aggreyates.We considetrthis to be animportantproblemsincemostnon-trivial queries gespeciallyon dataware-
housingschemasinvolve joining two or moretables. For example,13 of the 17 queriesin the TPC-D benchmark
involve queriesonjoins.

We shaw, both theoreticallyand empirically, that schemedor providing approximateoin aggreyatesthat rely
on usingrandomsamplesof baserelationsalonesuffer from seriousdisadwantages.(This is discussedn detailin
Sections2 and 3.) Instead,we proposethe useof precomputedamplesof a small setof distinguishedoins —we
refer to theseprecomputedsamplesasjoin synopses—irorderto computeapproximatgoin aggreyates. Our key
contributionis to shaw that for databaseschemasvith only foreignkey joins— theseschemasrethe onestypically
usedin datawarehousing—it is possibleto provide good quality approximatejoin aggregatesusinga very small
numberof join synopses.An importantissuearisingout of the useof severalsetsof statisticss the carefulallocation
of a limited amountof spaceamongthem. Whena queryworkload characterizations available,we shav how to
designanoptimalallocationfor join synopseshatminimizestheoverall errorin the approximateanswercomputed.
We discussheuristicallocationstratgiesthat work well whenthe workloadis not known. We alsoshow how join
synopseganbe maintainedn the presencef updatesandshow thatthe overheadhatthey imposeis very minimal.

An importantissuein computingapproximateanswerss that of providing confidenceboundsfor the answers.
Suchboundsgive the uservaluablefeedbackon how reliable an answeris. In additionto discussinghow tradi-
tional methoddor providing confidencebounds(for example,basedn Hoeffding boundsor the CentralLimit Theo-
rem[Haa971) applyto join synopsesye proposea novel empiricaltechniqueor computingconfidenceboundsbased
on extractingsubsamplefrom samples.

The contributionsof this paperareasfollows:

¢ We proposgoin synopsessatechniqueor computingapproximatgoin aggreyates.Oursolutionis applicable
to datawarehousingervironmentswhich have schemashatinvolve only foreignkey joins.

e We presentan optimal allocationstrateyy for join synopsesvhenthe queryworkloadis known. We propose
allocationheuristicsfor the casewherethe queryworkloadis unknown.

¢ We discussheissueof generatingconfidenceboundsfor approximatgoin aggreyatesandproposea new em-
pirical techniquefor computingerrorbounds.

¢ We presentanefficient maintenancalgorithmfor join synopses.

¢ We presentheresultsof a detailedexperimentaktudyon the performancef thetechniquesve propose Using
the TPC-D benchmarkwe showv the advantage®f join synopse®ver samplef baserelationsin computing
approximatgoin aggreyateswith goodconfidencebounds.We alsoshow thatjoin synopseganbe maintained
efficiently andwith minimal overheads.

1we abbreiate this phraseto “approximatejoin aggreyates.
2|t is, of course not possibleto provide goodapproximateanswerdo queriesof arbitrarylow selectvity with a fixed amountof storage.Our
goalis to shawv thatfor a givenamountof spacejoin synopsesvork betterthanschemeshatuseonly sampleof baserelations.



The researchn this paperwas conductedas part of the Aqua project[GMP974 at Bell Labs. The goal of the
Aquaprojectis to develop an approximateguery answeringengine. The enginehasbeendesignedo run on top of
ary commerciaDBMS. The engineusesthe DBMS to storesynopse®f the original dataandprovidesapproximate
answers/ia queryrewriting. Thisapproximategueryansweringengine which we arein theprocesf implementing,
is basedbartly on thetechniquesn this paper

Therestof this paperis organizedasfollows. Section2 discusseselatedwork in the areaof approximatequery
processingSection3 discussesvhy samplesf basesamplesareinadequatdor computingapproximatgoin aggre-
gates.Section4 presentgoin synopsessa solutionto this problemwhenthe databaseschemahasonly foreignkey
joins. Section5 discussesillocationstratgiesfor join synopsesSection6 discussesheissueof confidencebounds
for approximateaggreyatesand presentsa novel empiricalsolutionfor computingconfidencebounds.Section7 de-
scribesanalgorithmfor maintainingjoin synopsesinderinsertionsanddeletionsto the databaseThis is followed by
our experimentaktudyof the differenttechniquesn Section8. We concludein Section9.

2 RelatedWork

Statisticaltechniqueshave beenappliedin database$or morethantwo decadesiow, but primarily inside a query
optimizer for selectvity estimation[SACt79]. However, the applicationof statisticaltechniquesto approximate
gueryansweringhasstartedreceving attentiononly veryrecently Below, we describeéhework onapproximatequery
answeringandthe work on generakstatisticaltechniquesppliedin databases.

Approximate query answering: Hellersteinet al [HHW97] proposeda framawork for approximateanswersof
aggrejationqueriescalledonline aggregation, in which the basedatais scannedn randomorderat querytime and
the approximateansweris continuouslyupdatedasthe scanproceeds.Unlike Aqua, this work involvesaccessing
original dataat querytime, thus being more costly, but at the sametime, this approachprovides an option to get
the fully accurateanswergraduallyandit is not affectedby databaseaupdates. However, the problemswith join
queriesdiscussedn this paperalsoapply to online aggreyation— basically a large fraction of the dataneedsto be
processeteforetheerrorsbecomeolerable.Othersystemsupportiimited on-lineaggreationfeaturesg.g.,theRed
Brick systemsupportsrunning CoOuNT, AVG, andsum (see[HHW97]). Sincethe scanorderusedto producethese
aggrejationss notrandom theaccurag canbequite poor. Therehave beenseveralrecentworkson “f ast-first’query
processingwhosegoalis to quickly provide a few tuplesof the actualqueryansweriBM96, CK98, AZ96], but the
focusthereis noton obtainingstatisticallyrepresentatie approximateanswersin the APPROXIMATE queryprocessqr
developedby Vrbsky andLiu [VL93], anapproximateansweto a set-\aluedqueryis ary supersebf theexactanswer
thatis a subsebf the cartesiarproduct. The queryprocessousesvariousclasshierarchiego iteratively fetchblocks
relevantto the answey producingtuplescertainto be in the answermwhile narraving the possibleclasseghat contain
the answer Clearly, this work is quite differentfrom the statisticalapproachtaken by us and by Hellersteinet al.
Finally, Matias et al [MVN93, MVY94, MSY96] proposedand studiedapproximatedata structuies for providing
faster(approximate)answersto datastructurequeries. For example,an approximatepriority queuereturnsa fast,
approximatemin in responséo anextract-minquery

Statistical techniques: Therehasbeenconsiderablemountof work in developingstatisticattechniquego solve
selectvity estimationand morerecently for datareductionin large datawarehouses.The three major classesof
techniquesisedaresampling(e.g.,[HOT88 LNS90, HNS94 LN95, HNSS95 GGMS96), histagrams(e.g.,[K008Q



PIHS96 Po097), andparametrianodeling(e.g.,[CR94]). A suney of variousstatisticaltechniquess givenin the
paperby Barbaé et al [BDFT97]. Gibbonsand Matias presenta framework for studyingsynopsisdatastructures
for massie datasets[GM98c] andintroducedtwo sampling-basedynopsesgoncisesamplesand countingsamples
that canbe usedto obtainlarger sampledor the samespaceandto improve approximatequeryanswerdor hot list
queries[GM984d]. Maintenancelgorithmsexist for sampleJOR92, GMP97h GM984 andhistogramgGMP974.
However, thesemaintenancéechniquesreapplicableonly to “base” statisticsandnot to thejoin synopsegresented
in this paper

3 The Problemwith Joins

As pointedoutin theintroduction,anapproximatequeryansweringsystemhastwo key requirements— providing an
accurateestimateof the actualanswerand providing tight boundson the confidenceof the estimate.Unfortunately
boththeaccuray of theestimateandthe spreadf confidencéoundsarestronglydependenon thesizeof thesample
usedto derive them. Moreover, unlesssomestatisticalpropertiescanbe guaranteean this sample the boundsare
usuallyvery pessimisticln this sectionwe will motivatewhy usinga straightforvardsamplingapproactcanproduce
apoorestimationquality whenapproximatingaggreateson multi-way joins.

A naturalsetof synopsegor anapproximategueryenginewould include uniform randomsamplesf eachbase
relation(i.e., relationsin the database)We referto theseasbasesamples The useof basesamplego estimatethe
outputof a multi-way join, however, canproducea poorquality approximation.This is for thefollowing two reasons:

1. Statistical guarantee: In general,the join of two uniform randombasesamplesis not a uniform random
sampleof the outputof thejoin. In mostcasesthe non-uniformityintroducedby thejoin significantlydegrades
theaccurag of theanswerandthe confidencebounds.

2. Join output size: The join of two randomsamplegypically hasvery few tuples,even whenthe actualjoin
selectvity is fairly high. This canleadto bothinaccurateanswersandvery poor confidenceboundssincethey
critically dependonthe queryresultsize.

Considerthefirst problem.In orderfor thejoin of the basesamplego be a uniform randomsampleof the actual
join, the probability of any two joinedtuplesto bein the former shouldbe the sameastheir probability in the latter.
(This is a necessarybut not sufficient, condition.) We will usea simple2-way join counterexampleto show thisis
notalwaysthecase.

R X

Figurel: Joinof sampless not a sampleof joins



Considerthe (equality)join of two relationsR andS on anattribute X. The distribution of X valuesin the two
relationsaregivenin Figurel. The edgesconnectjoining tuples. Considerjoining basesamplesrom R and S.
Assumethateachtupleis selectedor a basesamplewith probability1/7. FromFigurel, we seethatal anda2 are
in thejoin if andonly if botha tuplesareselectedrom R andthe onea tupleis selectedrom S. This occurswith
probability 1/r3, sincetherearethreetuplesthatmustbe selectedOn the otherhand,a1 andb1 arein thejoin if and
only if thefour tuplesincidentto theseedgesareselected This occurswith probabilityonly 1/r%. This contrastswith
thefactthatin a uniformrandomsampleof theactualjoin, the probabilitythatbothal anda2 areselectecequalsthe
probabilitythatbothal andbl areselectedln generalfor ary pair of relationsjoining onanattribute X', any X value
thatoccursin eachrelation,andoccursmorethanoncein atleastoneof therelations,introducesa biassuchthatthe
join of thebasesampless not a uniform randomsampleof the outputof thejoin.

We now highlight the secondproblemof small outputsizes.Considertwo relations,A and B, andbasesamples
comprisingof 1% of eachrelation. Thesizeof theforeignkey join betweend andB is equalto thesizeof A. However
the expectedsizeof thejoin of the basesampleds .01% of the sizeof A, sincefor eachtuplein A, thereis only one
tuplein B thatjoins with it, andthattupleis in the samplefor B with only a 1% probability. In general considera
k-way foreignkey join andk basesamplesachcomprisingl /r of thetuplesin their respectie baserelations.Then
theexpectedsizeof thejoin of thebasesampless 1/r* of thesizeof theactualjoin. In factthebestknown confidence
interval boundsfor approximatgoin aggreyateshasen basesamplesarequite pessimistiqHaa97.

Thus,it isin generaimpossibleto producegoodquality approximateanswersisingsamplesn thebaserelations
alone, a fact that we further demonstratén our experiments. Sincenearly all queriesin the warehousingcontext
involve complex querieswith large numberof (foreign-key) joins, it is critical to solve this problem. In the next
sectionwe provide a solutionfor this problemanddiscusdts ramifications.

4 Join Synopses

In this sectionwe presenta practicalandeffective solutionfor producingapproximatgoin aggreyatesof goodquality.
At ahigh level, we proposeto precomputesamplesof join results,makingquality answergpossibleevenon complec
joins. A naiveway to precomputesuchsampless to executeall possiblgoin queriesof interestandcollectsamplef
theirresults.However, this is not feasiblesinceit is too expensve to computeandmaintain.Our maincontrikbutionis
to shav thatby computingsampleof the resultsof a smallsetof distinguishedoins, we canobtainrandomsamples
of all possiblejoins in the schema We referto samplesf thesedistinguishedoins asjoin synopsesOur technique
works for the starand snavflake schemagmore precisely agyclic schemaswith only foreign key joins®) typically
foundin datawarehousingSch97.

In orderto developthis solution,we modelthe databaseschemaby a graphwhosenodescorrespondo relations
andwhoseedgescorrespondo every possible2-way foreignkey join for the schemaThekey resultwe proveis that
thereis a one-onecorrespondencbetweena tuple in arelationr anda tuple in the outputof any foreign key join
involving r andthe relationscorrespondingo oneor moreof its descendants the graph. This providesuswith the
technicaltool for join synopsesa sampleS,. of arelationr canbe usedto produceanothermelation 7 (S,.)—called

3A 2-wayjoin r1 M rg, 71 # 72, is aforeignkey join if thejoin attributeis aforeignkey in 71 (i.e.,akey in r3). Fork > 3, ak-wayjoin is a
k-wayforeignkey join if thereis anorderingri,r2,. . ., 7 of therelationsbeingjoinedthatsatisfieghe following property:for: = 2,3, ..., k,
si—1 X r; isa2-wayforeignkey join, wheres; 1 is therelationobtainedby joiningri,r2,...,7;_1.
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Figure2: Directed graph for the TPC-D schema.

a join synopsisof r—that canbe usedto provide randomsamplesof any join involving » and one or more of its
descendants

We now move to thetechnicaldevelopmentof theresults.Considera directedagyclic graph,G, with avertex for
eachbaserelationanda directededgefrom a vertex u to avertex v # w if thereareone or moreattributesin u’s
relationthatconstitutea foreignkey for v’s relation. The edgeis labeledwith theforeignkey. An exampleis givenin
Figure2 for the TPC-DbenchmarkWe show two key lemmasaboutthe propertiesof this graph.

Lemma 4.1 Thesubgaphof G onthe k nodesin any k-way foreign key join mustbe a connectedsubgiaphwith a
singlerootnode

Proof.  Consideranorderingry, ..., 7, on the relationsthat satisfiesthe k-way foreign key join propertygiven
above. The proofis by induction,with the basecaseof asinglenoder;. Let1 <i < kands;_; =r; X --- X r;_5.
Assumethatthe subgraphz;_; onthei — 1 nodesin s;_; is connectedvith a singlerootnoder;. Sinces;_1 X r;
is a 2-way foreignkey join, the join attribute mustbe akey in r;. Thusthereis an edgedirectedfrom somenodein
G,i_1 tor;, implying thatG; = G;_1 U r; is aconnectedsubgraplof G. Hencethereis a directedpathin G from r;
tor;. SinceG is agyclic, r; # r1, sory, which by theinductive assumptions the only root nodein G;_1, is theonly
rootnodeof GG;. Thelemmafollows by induction. "
We denotetherelationcorrespondingo the root nodeasthe sourcerelationfor the k-way foreignkey join.

Lemma4.2 Theeis a 1-1 correspondenceetweertuplesin a relationr; andtuplesin any k-way foreign key join
with sourcerelationr; .

Proof. By the definition of a join, for eachtuple 7 in the outputof ajoin, thereexistsa tuple 7' in r; suchthat
T projectedon the attributesin r; is 7. Corversely we claim thatfor eachtuple 7' in r; thereis exactly onetuple
7 in the k-way foreign key join. The claim is shovn by induction. Consideran orderingry, ..., r; ontherelations
thatsatisfieghe k-way foreignkey join propertygivenabove. The claim trivially holdsfor the basecaseof a single
relationr;. Letl < i < kands;_; =r; X --- X r;_;. Assumanductively thatfor eachtupler’ in r; thereis exactly
onetupler in s; 1. Sinces; 1 X r; is a2-wayforeignkey join, thejoin attribute mustbeakey in r;. Thusthereis at
mostonetuplein r; joining with eachtuplein s;_1, andfurthermore dueto foreignkey integrity constraintsthereis



atleastonesuchtuple. Hence for eachtuple’ in r, thereis exactly onetupler in s; = s;_; X r;. Theclaim,and
hencethelemma,follows by induction. "

FromLemma4.1, we have thateachnodecanbe the sourcerelationonly for k-way foreign key joins involving
its descendants G. For eachrelationr, thereis somemaximunforeignkey join (i.e., having the largestnumberof
relations)with r asthe sourcerelation. For example,in Figure2, C X N X R is the maximumforeignkey join with
sourcerelationC,andL X OX C X N1X R1X PSX P X S X N2 X R2isthemaximumforeignkey join with
sourcerelationL.

Definition 4.1 Join synopses:For eac nodew in G, correspondingo a relationry, define7 (u) to be the output
of the maximumforeignkey join ry X ro X --- X r, with sourcer;. (If u hasno descendantsn G, thenk = 1
and J(u) = r;.) Let S, bea uniformrandomsampleof ;. Definea join synopsis 7 (S,), to be the outputof
Sy M re X -+ X r. Thejoin synopsesf a schemaconsistof 7(S,,) for all v in G. .

To emphasizeéhe samplingnatureof join synopseswe will sometimeseferto themasjoin samples

For example,in the TPC-Dschemathejoin synopsidor R is simply asampleof R whereador C it is thejoin of
N, R, andasampleof C. Next, we shaw thatthejoin synopsisof arelationcanbe usedto obtaina uniform random
samplefor alargesetof queries!

Theorem4.3 Letr; X --- X g, k& > 2, bean arbitrary k-way foreign key join, with sourcerelationr;. Letu be
the nodein G correspondingo r;, andlet S,, be a uniformrandomsampleof r;. Let A be the setof attributesin
ri,...,r,. Thenthefollowingaretrue:

e J(Sy) isauniformrandomsampleof 7 (u), with |S, | tuples.(FromLemma4.2.)

o1y M- X1, =747 (u),i.e, theprojectionof 7 (u) ontheattributesin ry,. .., rg. (Trivially true fromthe
definitionof 7 (u) givenin the above definition.)

o 14J(Sy) isauniformrandomsampleofr; X - - - X 7y, (= w4 J (u)), with |\S, | tuples.(Followsfromtheabove
two statements.)

Thuswe canextract from our synopsisa uniform randomsampleof the outputof ary k-way foreign key join,
k > 2. For example thejoin synopsion L in the TPC-Dschemacanbe usedto obtaina sampleof ary join involving
L (which is true for mostqueriesin the benchmark).The next lemmashaws thata singlejoin synopsiscanbe used
for alarge numberof distinctjoins, especiallyfor the starlike schemagommonin datawarehouses-ere,two joins
aredistinctif they donotjoin the samesetof relations.

Lemma 4.4 Fromasinglejoin synopsidor a nodewhosemaximunTforeignkey join hask relations,wecanextracta
uniformrandomsampleof the outputof betweens — 1 and2<~! — 1 distinctforeignkey joins.

Proof. Theformercasearisesf all thedescendantsf thenodeform aline in G. Thelatter casearisesif thenode
is theroot of a starof all its descendantgsin astarschema. =

NotethatsinceLemmad4.2failsto applyin generafor ary relationotherthanthesourcerelation,thejoining tuples
in ary relationr otherthanthesourcerelationwill notin generabe a uniformrandomsampleof ». Thusdistinctjoin
synopsesreneededor eachnode/relation.



A limitation of our solutionof maintainingjoin synopsess thatfor worstcaseschemasthe sizeof the maximum
foreignkey join canbe exponentialin the numberof relationsin theschema:

Lemma 4.5 Theeexistsforeignkey schemawith ¢ relationssud thatthemaximunrforeignkey join has4-2(¢-1/3 _3
relations.

Proof. Considem“coathanger”H; with rootr;. H;, hasrootr;; with two childrenl andr eachof whichjoin to
r;. It is easyto verify thatthe coathangerH; has3i + 1 nodes.Considert relationswhich arethenodesof H;_1) /3
with edgeshetweerthemdepictingthe foreignkey relationships.Thenit is easyto verify thatthe maximumforeign
key join has4 - 2(¢-1)/3 _ 3 relations. .

However, we canexpectsuchpathologicalschemado be extremelyrarein real-life situations.This is because
schemdik e the oneabove impliesthe presencef an exponentialnumberof meaningfuljoins in a schemawhich is
notsomethinghatwe seein real-life.

Sincetuplesin join synopsesrethe resultsof multi-way joins, a possibleconcernis thatthey will betoo large
becauséhey have mary columns.To reducehecolumnsstoredfor tuplesin join synopseswe caneliminateredundant
columns(for example join columns)andonly storecolumnsof interest.Smallrelationscanbestoredin their entirety
ratherthanaspart of join synopses.To further reducethe spacerequiredfor join synopsesywe canrenormalizethe
tuplesin ajoin synopsisnto its constituentelationsandremove duplicates.To the extentthatforeignkeys aremary-
to-one,this will reducethe space althoughthe key will thenbe replicated.Of coursewith renormalizationwhena
tuplein S, is deleted pnehasto deleteary joining tuplesin the constituentelationsaswell. This canbe doneeither
immediatelyor in alazy fashionin a batch. Thefollowing lemma,which we statewithout proof, placesa boundon
thesizeof arenormalizedoin synopsis.

Lemma 4.6 For anynodeu whosemaximunforeignkey join is a k-wayjoin, thenumberof tuplesin its renormalized
join synopsis7 (S,,) is at mostk|S,|.

As anexample,considerthe TPC-D scheman Figure2. In the TPC-D benchmarldatabasetherelationsN and
R, correspondingo NationandRegion, have 25 and5 tuplesin them,respectrely. Thereforewe canstorethemin
their entiretywithout consideringary sampledor them. We canthereforeremove themfrom the graph. We areleft
with thenodesL, PSS, O, C, P, andS. Thenumberof relationsin themaximunforeignkey join correspondingo each
of thesenodeg(denotedby theletterx above)is 6,3,2,1,1, and1 for L, PS, O, C, P andS respectrely. Let usnow
male two simplifying assumptions{1) the sizeof thetuplesin eachbaserelationis the same;and(2) the numberof
tuples,n, allocatedo eachof thejoin synopsess the same By Lemmad4.6, thetotal numberof tuplesin the synopsis
isatmost|N| + |R| + >°, #u|Su| = 14n + 30. Thuswe canobtain,for everypossiblgoin in the TPC-Dschemaa
uniformrandomsampleof 1% of ead join result from a collectionof join synopseshatin total uselessthan15% of
thespaceneededor the original databaseNotealsothatwe canfurtherreducethe sizeof thejoin synopse$y taking
adwantageof thefactthatmary foreignkeys aremary-to-one.

To summarizewe have shavn thatit is possibleto createcompactjoin synopse®f a schemawith foreign key
joins suchthatwe canobtaina randomsampleof ary join in the schema.n the next section,we presenta detailed
analysisof decidingthe sizeof thejoin synopsesakinginto accountuplesize,queryfrequeng, etc.



5 Allocation

In this section,we presenbptimal stratgyiesfor allocatingthe availablespaceamongthe variousjoin synopsesvhen
certainpropertieof thequerywork loadareknown andidentify heuristicsfor thecommoncasewhensuchproperties
arenotknown.

5.1 Optimal strategies

We considerthe following high-level characterizatiomf a set, S, of querieswith selectsaggreyatesgroupbysand
foreignkey joins. For eachrelation, R;, we determinethe fraction, f;, of the queriesin S for which R; is eitherthe
sourcerelationin aforeignkey join or thesolerelationin aquerywithoutjoins. For example for the17 queriesn the
TPC-Dbenchmark[ is the sourceor solerelationfor 14 queriesand PSS is the sourceor solerelationfor 3 queries,
andhencethefraction f; equalsl4/17 for L, equals3/17 for P.S, andequalszerofor all otherrelations.

We seekto selectjoin synopsig(join sample)sizesso asto minimize the averagerelative error over a collection
of aggreyatequeries basedon this characterizatiowf the setof queries.This canbe doneanalyticallyby minimizing
theaveragerelative errorboundg(i.e., confidencantervals) over the collection. Althoughthis seemgo imply thatthe
optimal samplesize allocationis specificto the type of error boundsused,we will shav that a large classof error
boundssharea commonpropertythatwe will exploit for this purpose Namely we obsene thatthe errorboundsfor
COUNT, SUM, andAvG basedn the commonly-usedHoeffding boundsand/orChebychg boundsjncludingthenewn
approachediscussedh Sectiong, all sharethepropertythattheerrorboundsareinverselyproportionato /n, where
n is thenumberof tuplesin the (join) sample (Detailson theseboundsarediscussedn Section6.)

Thustheaveragerelative errorboundover the queriess proportionalto

fi
; T (1)
wheren; is thenumberof tuplesallocatedo thejoin samplefor sourcerelation R;.

Our goalis to selectthe n; soasto minimize Equationl for a givenbound,N, on the total memoryallottedfor
join synopses For eachsourcerelation R;, let s; be the size of a singlejoin synopsistuple for 4. Thenwe require
> nisi < N. We shaw thatthe optimalallocationselectsz; to beproportionalto (f,-/s,-)2/3:

Theorem5.1 GivenN, and f; ands; for all relationsR;, taking

whee N’ = N/(3; £;%/35;1/3), minimizesEquation1 subjectto 3, n;s; < N.

Theproofappearsn the Appendix.

Note that the above analysishasignored predicateselectvities. We obsene that the relative error boundsfor
COUNT, SUM, andAv G basedn thecommonly-useddoeffding boundsand/orChebychg& boundsjncludingour nen
approachesare either proportionalto 1/,/gn or proportionalto 1/q/n, whereq is the selectvity. In the absence
of a characterizatiorof the querywork load in termsof predicateselectvities, we assumehat the selectvities are
independentf therelations.(Incorporatinga selectvity characterizatiomanreadilybedone,althoughtheanalysiss
moredetailed.)Underthis assumptionpur analysisabove holdsgoodfor any mix of selectvities.



Finally, notethatthe samplesizescanbe adaptedo a changinggueryload by maintainingthe frequenciesf;, and
reallocatingamongthejoin samplesasthe frequencieshange.

5.2 Heuristic strategies

We next considerthreestratgjiesfor allocatingjoin synopseghat canbe usedin the absenceof querywork load
information. Thesecanbe usedasstartingpointsfor the adaptive procedureproposedbove.

¢ Eqdin dividesup the spaceallotted, N, equallyamongsthe relations. Eachrelationdevotesall its allocated
spaceto join synopses(For relationswith no descendantim the schemathis equatego a sampleof the base
relation.)

e Cubedin dividesup the spaceamongstherelationsin proportionto the cuberoot of their join synopsisuple
sizes.Eachrelationdevotesall its allocatedspaceo join synopses.

¢ PropJin dividesupthespaceamongstherelationsin proportionto theirjoin synopsiguplesizes.Eachrelation
devotesall its allocatedspaceto join synopsesandhenceeachjoin synopsishasthe samenumberof tuples.

Thusfor Eqdoin, Cubedin, and PropJin, the numberof tuplesfor a join synopsiswith tuple size s; is inversely
proportionalto s;, sf/3, and 1, respectiely. Whenthe error boundsare inversely proportionalto 1/n, Cubedin
minimizesthe averagerelative error boundswhen all frequenciesf; are assumedo be equal (Theorem5.1), and
PropJin minimizesthe maximunmerrorboundwhenall frequenciesf; arenonzero.

Theseallocationstratgiesusingjoin sampleanbe comparedagainstsimilar stratgiesthatuseonly basesam-
ples:

¢ EqgBasss like Eqdoin onbasesamplesi.e., it devotesall its allocatedspaceo sampleof the baserelations.
¢ CubeBasés like Cubedin on basesamples.
¢ PropBaseis like PropJin on basesamples.

The experimentakesultsin Section8 quantifythe advantageof the join samplesstratgiesover the basesamples
stratgyiesfor representatie queries.

6 Accuracy Measures

In this sectionwe presenta detailedanalysisof the errorboundsobtainedfor approximateanswerghatdemonstrates
the trade-ofs in variousmethodsaswell asthe advantagesn certainscenarioof a new subsamplingnethodwe
propose.We considerboth traditional error bounds(e.g., confidenceintervals basedon Hoeffding bounds)aswell
as empirical boundsarising from this subsamplingporocess. Our analysisshaws that the subsamplingprocesscan
noticeablyimprove the confidenceébounds.

An importantadvantageof usingjoin synopsess that querieswith foreign key joins can be treatedas queries
without joins (single-tablequeries). Known confidenceboundsfor single-tablequeriesare muchfasterto compute
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Tablel: Traditionalestimatesandbounds.

Aggregate | Estimatee Method Boundont Guaranteeg
AVG Ly i vi CLT 2p0 no
Hoeffding (MAX = MIN)/ 55 In 125 yes
Chebychg (known 7 es
Chebyche (estimatedr G no
yche (esti ) )
Chebvch ti MAX—-MIN
ebychg (consenative) Vet yes
SUM my Vi sameasAV G, but the boundis multiplied by m
COUNT m trivial 0 yes

andmuchmoreaccuratehanthe confidenceboundsfor multi-tablequeries(see.e.g.,[Haa9g).* Thusin this section
we consideronly single-tablequeries.

This sectionsummarize®ur analysis.For simplicity, only theresultsfor querieswith no predicategrepresented.
Thefull details,includingthe analysiswith predicatescanbe foundin [GM98h.

6.1 Traditional error bounds

Considera datasetwith m items(m known). Let zq, .. ., z,, € [MIN, MAX] betheresultsof applyingary arithmetic
expressiorontheitemsin theset.Let vy, . .., v, beauniformrandomsampleof themultiset{z1, .. ., z,, }. Wewish
to estimateheaggreyate(AvG, sum, andcouNnT) onall m valuesbasedon this sampleof n values.

Tablel summarizeshetraditionalestimatesandthe boundsfor AvG, suMm andCoOuNT with no predicateswhere
p is the desiredconfidenceprobability. Shavn areupperboundsfor ¢ suchthatPr(|le — u| < t) > p, wherep is the
preciseresultto anaggrgate,ande is anestimatébasednn samplesTheseboundsareexpressedn termsof o, the
standardieviation of thez;, andé, the squareroot of the samplevariance computedrom thev;. For the CLT bound,
whichis derivedfrom the Cential Limit Theoem (denotedhelarge sampleéboundin [HHW97]), z,, is thequantileof
thenormaldistribution suchthatfor a standarchormalrandomvariable X, Pr(X € [—z2,, 2p]) = p (€.0.,2.95 = 1.96
andz.g = 1.65). Threeversionsf the Chebych& boundareprovided: onewheres is known, onewheres is replaced
by & (similar to the CLT bound),andonewherecs is replacedby its upperbound(similar to the Hoeffding bound).
The last columnindicateswhetheror not a boundis guaranteedvith probability p or holdswith probability p only
underlarge sampleassumptionfHHW97, Haa97.

Comparingheboundsn Tablel, we seethatamongthe two boundsusingég, the Chebyche (estimatedr) bound
is betterthanthe CLT boundwhenerern > 1/(z2(1 — p)). Sincen mustbesuficiently largefor eitherapproximation
to hold, the Chebyche boundis betterunlessthe desirederror probability is inverselyproportionalto n. Comparing
theguaranteedoundsjt canbe shovn thatregardlesof n, the Chebyche boundsarebetterfor p < .76, evenwhen
the Chebycheg (consenrative) boundis used. When no betterboundis known for ¢ thanthis conserative bound
((MAX — MIN)/2), thenthe Hoeffding boundis betterfor p > .76. However, if o is known, thenit canbe showvn that

4For querieswith joins, at leastoneof which is not foreign key, onecanusethe (muchwealer) multi-tableformulasfrom [Haa94, appliedto
thejoin synopsesepresentinghejoins thatareforeignkey.
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p1 = 1-—
(MAX — MIN)2 In MAX=MIN"

the Chebyche (known o) boundis betterfor p < p,, andthe Hoeffding boundis betterfor p > p; .

6.2 Impr ovedaccuracymeasuesthrough subsampling
In this sectionwe considerthefollowing estimationapproach:

1. We partitionthe setof samplepointsinto k¥ subsetgsubsamples)vhich we call “chunks”, andfor eachchunk
J, we computeanestimatore;, basedn the samplepointsin the chunk.

2. Wereportanestimateanda boundbasedonthee;.

We canapplyary of the methodsin Table1 to obtainthe chunkestimatorse;, andthe confidenceooundson the
estimators.Sinceeachchunkestimatoris basedon only a subsamplethe confidencen a single chunkestimatoris
lessthanif it werebasecdbn theentiresample However, sincethe subsampledo not overlap,eachchunkestimatoiis
anindependentandomestimatoy andanoverall estimatebasecnall thee; canpotentiallyresultin abetterestimate
andsmallererror bounds.We analyzeand comparetwo possiblechoicesfor reportingan overall estimatee: taking
theaverageof thee; andtakingthe medianof thee;.

Previous work (see,e.g.,[AMS96]) hasshown that given a procedureyielding a single randomestimatoy one
can often obtain an overall estimatewith small error boundsand high confidence as follows: Generatea set of
independengstimatorspartitiontheminto subsetsindtake the averagewithin eachsubsetandthentake themedian
of theseaveragesThefinal errorboundsareobtainedby usingChebychg boundgo analyzethe subsetstimatorand
Chernof boundsto analyzethe extentto which takingthe medianbooststhe confidenceln our context, eachsample
pointwv; is arandomestimatoythe subsetsarethe chunks,andthe overall estimates the averageor the median.The
numberof samplepointsis fixedandwe seekthe bestestimateusingthe sampleat hand.

Our contritutionsareasfollows.

¢ Within thegenerakhunkingframework, we proposeandexplore a numberof alternatve proceduregor report-
ing anestimateandanerrorboundbasedn the chunks,includingvaryingthe numberof chunks.

¢ Whereagreviouswork on the medianhasbeenasymptoticin nature we shav the precisetrade-ofs for when
theguaranteethoundsfor themedianimprove uponthe boundswith no chunking,andwhattheoptimalnumber
of chunksto usefor confidenceprobabilitiesof practicalinterest. To do this, we do not apply the asymptotic
Chernof boundsput insteadthe actualbounds.

¢ We shaw thatfor desiredconfidencerobabilitiesabove 96%,thebesthoundsareobtainedoy takingthemedian
of asmallnumberof chunksandapplyingChebych& bounds.However, we showv that chunkingdoesnot help
either when the Hoeffding boundis usedor when the Chebychg (conserative) boundis smallerthan the
Hoeffding bound.

o We proposeand explore the useof the chunk estimatorsin generatingempirical error bounds. Eachchunk
estimatorcanbeviewedasanexperimentunonindependensample®f theactualdata,andtheuseris presented
with a summaryof theresultsof theseexperiments.
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Table2: Comparisorof the optimalnumberof chunks for guaranteethounds.

Aggregate | Desiredconfidence Estimatee Guaranteetboundon ¢

AVG 0<p<.961 Ly v n(’lip)
e.g..p=.95 4.\%0

961 < p<.984 medianof 3 chunkaverages \/%
e.g..p= .98 %

984 <p medianof k£ > 5 chunkaverages \/%
e.g..p=.99 k=5 %

SUM sameasAVG, but the estimateandthe boundaremultiplied by m

Trade-offs in guaranteedbounds with chunking: Considerthe set-updefinedin Section6.1. Partition then
samplepointsinto k£ equal-sizedhunksandlet e; bethe estimatorfor chunk;. For example for the AvG aggreyate,
e; is thesumof the samplepointsv; in chunkj dividedby n/k, thenumberof samplepointsin the chunk.

We will apply the two-stepestimationapproachdiscussedabove. While our desiredconfidencein the overall
estimateis p, the confidencein a single chunk estimatorcanbe lessthanp, sincewe planto boostthis confidence
by takingthe median. For ary confidencep suchthat1/2 < p < p, we canuseary of theapproachei Table1 to
determineanerrorboundt; for eachchunkestimatore;. (An analysisandcomparisorof theseapproachearegiven
laterin this section.)Let t bethemaximumof thet;, sothatfor eache;, we have:

Pr(le; — il < 1) > p. 2)

We now applythe secondstepby takingthemediar, e*, of thee;’s. Ourgoalis to have Pr(le* — u| < t) > p.

Call anestimateg, “good” if |e — p| < t, and“bad” otherwise.Sincee* is the medianof thee;, we know that
e* will begoodif andonly if atleasthalf of thee; aregood. By Equation2, eache; is goodwith probability at least
p > 1/2. Let k' bethenumberof goode;, andlet

e '
*=) ( Z_ ) pr(L=p)t. (3)

i=0
Thentheprobabilitythate* is badis Pr (k' < | £]) < gx. Soourgoalis attainedf g, = 1 — p.

Recallthat eachchunk estimatoris basedon n/k samplepoints. Thusasthe numberof chunksincreasesthe
quality of the chunkestimatordecreasesothat, e.g.,p decreasefor afixedt, andt increasedor afixedp. Onthe
otherhand thefailureprobability g, decreasefor afixedp. Thusthebestchoicefor k£ dependontherelationshipof
p andt in Equation2 asafunctionof k, andthe desiredconfidencep = 1 — ¢;.

In the remainderof this section,we highlight our resultsanalyzingand comparingthe effects of applyingthe
variousmethodsn Tablel, anddeterminingthe optimalnumberof chunks.

Table2 summarizesur analysison the useof Chebyche for Equation2 in conjunctionwith variousvaluesfor p,
with andwithout chunking.This tableshaws, for variousdesiredconfidence®, the optimal choicefor the numberof

5If k is even, take eitherof the two medians To reducethe bias,selectwith equalprobability

13



Table3: Hoeffding versusChebycheg (conserative). Note that conserative chunkboundsarenever helpful in con-
junctionwith Hoeffding or Chebycheg (conserative).

Aggregate | Desiredconfidence| Estimatee Guaranteetboundon
iy .. | MAX-MIN : ;
AVG 0<p<L.76 =D iy Vi 2 /nlt—p) by usingChebychg (consenrative)
76 <p<.99 Ly vi | (MAX — MIN)\/% In 2 by usingHoefiding
SUM sameasAVG, but the estimateandthe boundaremultiplied by m

chunks k, andthe boundthatcanbe guaranteedThe boundis expressedn termsof py,, whichis the p in Equation3
suchthatp = 1 — g;. The boundsare shavn for “Chebyche (known ¢)". Alternatively, asin Table 1, we can
obtainboundsfor “Chebyche (estimatedr)” by pluggingin ¢ for ¢ in Table2, whereé is computedover all the
samplepoints,notjustthosein onechunk.We canalsoobtainboundsfor “Chebyche (consenrative)” by pluggingin
(MAX — MIN)/2for o.

Next we shawv that chunkingdoesnot help either when the Hoeffding boundis usedor when the Chebychg
(consenative) boundis used. First, we considerthe useof Hoeffding for Equation2 in conjunctionwith various
valuesfor p, with andwithout chunking.

Lete() beachunkestimatowhenusingk > 1 chunks.For afixedn andt > 0, we have by Hoeffding that

Pr(ley —p| > t) < 9¢2nt?/kK(MAX—-MIN)?

Thusthe probability thate(y) is badis 21-1/k timesthe kth root of the probability thate(y), the estimatewith no
chunking,is bad. We shaw in the appendixthatwith Hoeffding bounds no chunkingis alwaysbetterthanchunking,
by proving amoregeneraresult(LemmaA.1) ontheineffectivenesof chunkingwhenanalyzedisingboundsvhose
dependengon k is the kth root of the no chunkingbounds.

Although we indicatedabove that one canobtainboundsfor Chebychg (conserative) by pluggingin (MAX —
MIN)/2 for o in Table2, this boundis strictly worsethanthe Hoeffding boundfor all probabilitiesat which chunking
is usefulfor Chebyche (conserative). For example,for .76 < p < .99, the Hoeffding boundwith no chunkingis
smallerthanany Chebychg (conserative) boundobtainedwith or without chunking. ThusTable3 summarizesvhat
estimateandboundshouldbeused,if the only boundfor o is (MAX — MIN) /2.

Note that we have thusfar considerednly equal-sizecchunks. LemmaA.2 in the appendixshaws that for the
techniquesonsideredn this section takingchunksof differentsizesonly increasesheerrorbounds.

Using chunking for empirical error bounds: We next considera novel useof thechunkestimatorsn generating
empirical error bounds. The motivation is the following. Often, error boundsderived analytically are overly pes-
simistic: the estimatedansweiis closerto the exactanswemoreoftenthanindicatedby the analyticalbound.Papers
(suchasthis one)describingestimationtechniquesanreporton multiple trials of anexperimenton variousdatasets,
in orderto corvincethereadetthatthe estimatas moreaccuratehantheanalyticalboundsshon. However, thisis not
entirely satishctory asthe datasetsof interestto the reader/usemay not exhibit the goodbehaior of the datasets
usedin the paper

We proposechunkingas a meansto reporton multiple experimentsrun on the actual query and data. Each
subsamplés its own experimenton theactualqueryanddata,andtherearevariouspossibilitieson how to reportthese
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resultsto the user In Section8, we studythe effectivenesf reportinga CLT boundusingthe samplevarianceof the
chunkestimatorspr alternatvely, reportingthe minimum and maximumof the chunkestimators.Otheralternatves
include reportingvariousquantilesof the chunk estimators. The feedbackto the useris intuitively of the form: &
independenexperimentswere run for your query all (or say 90%) of which fell within the range[z, y], with the
average(or median)beinge.

6.3 Summary of this section

To summarize animportantadvantageof usingjoin synopsess that querieswith foreign key joins canbe treated
asquerieswithout joins (i.e., assingle-tablequeries). Thereare several popularmethodgseeTable 1) for obtaining
errorboundgor approximateanswergo (single-table pggreationqueries We have presente@ detailedanalysighat
demonstratethe precisetrade-ofs amongthesemethodsaswell asa methodbasedon subsamplingvhich we call
“chunking”. Within the generalchunkingframework, we proposedandexploreda numberof alternatve procedures
for reportinganestimateandanerrorboundbasedn the chunks.Our results(seeTable?) shovedthatfor confidence
probabilitiesabove 96%, the bestboundsare obtainedby taking a smallnumberof chunksandapplyingChebychg
(known o) or Chebychg (estimateds) to the chunk estimatorsand reportingthe medianof theseestimators. For
smallerprobabilities, the bestboundsare obtainedby reportingan overall estimateignoring the chunks(which is
equivalentto taking an averageof the chunkestimator§), andtheneitherapplyingHoefding for guaranteedbounds
(seeTable3), applyingChebyche (estimatedr) for large samplebounds pr usingthe chunkestimatordgor empirical
bounds.

7 Maintenanceof Join Synopses

In this section,we focuson the maintenancef join synopsesvhenthe underlyingbaserelationsare beingupdated.
(We considerboth insertionsand deletions.) The techniquesve proposeare simple to implementandrequireonly
infrequentaccesdo the baserelations. Note that maintenancef samplesf baserelationsin the presentof updates
wasstudiedin [GMP97H. We focusin this sectionon maintainingjoin synopses.

Our algorithmfor maintainingajoin synopsis7(S,,) for eachu is asfollows. Let p,, bethecurrentprobabilityfor
includinga newly arriving tuplefor relationu in therandomsampleS,,. (This probabilityis typically theratio of the
numberof tuplesin S,, to thenumberof tuplesin u.) Onaninsertof anew tupler into abaserelationcorresponding
to anodeu in G, we dothefollowing. Letu X ry X --- X r, bethe maximumforeignkey join with sourceu. (1)
We addr to S,, with probabilityp,,. (2) If T is addedto S,,, we addto J7(S,,) thetuple{r} X ro X --- X r,. This
canbe computedy performingat mostx — 1 look-upsto thebasedata,oneeachin r,, ..., r.. (For ary key already
in 7(S.), thelook-upsfor it or ary of its “descendantsarenot needed.)3) If 7 is addedto S,, and S,, exceedsts
targetsize,thenselectuniformly atrandomatuple ' to evict from S,,. Remaethetuplein 7(S,) correspondingo
Tl

Onadeleteof atupler from u, wefirst determingf 7 isin S,. If 7 isin S,, we deleteit from S, andremovethe
tuplein 7(S,,) correspondindo 7. As in [GMP974, if the samplebecomedoo smalldueto mary deletionsto the

samplewe repopulatehe sampleby rescanningelationw.

5In the caseof predicatesit is equivalentto the weightedaverageof the chunkestimatorsyhereeachestimatoris weightedby the numberof
tuplesin the chunkthatsatisfythe predicate.
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Notethatthis algorithmonly performslook-upsto the basedatawith (small) probability p,,. Also, whenatupleis
insertedinto a baserelationu, we never updatejoin synopsegor ary ancestor®f u. Suchupdatesvould be costly,
sincetheseoperationsvould be performedor everyinsertandfor eachancestoof u. Insteadwe rely ontheintegrity
constraintdo avoid thesecostly updates.

Theorem 7.1 Theabovealgorithmproperlymaintainsall S,, asuniformrandomsample®f v andproperlymaintains
all join synopses7 (Sy,).

Proof. Dueto theintegrity constraintsfor eachedgefrom w to u, thereis exactly onetuplein « joining with each
tuplein w at all times. Thusary subsequentuple insertedinto « cannotjoin with ary tuple alreadyin w, andary
tupledeletedrom u cannotjoin with atuplestill in w. "

Notethatsimilartechniquesvork in generaffor functionaldependencieis databasschemdUlI88].

We assumehat updatesmay be appliedin a “batch” mode. In suchervironments,join synopsesan be kept
effectively up-to-dateat all timeswithout any concurreng bottleneck. In an online ervironmentin which updates
andqueriesintermix, an approximateansweringsystemcan not afford to maintainup-to-datesynopseshatrequire
examining every tuple, suchas the minimum and maximumvalue of an attribute, without creatinga concurreng
bottleneck.In suchervironments,maintenancés performedonly periodically Approximateanswerdependingn
synopseshatrequireexaminingevery tuple would not take into accounthe mostrecenttrendsin the data(i.e., those
occurringsincemaintenancevaslast performed),andhencethe accurag guaranteesvould be wealened.Note that
theincrementalmaintenancalgorithmdescribedn this sectioncanbe usedto computea join synopsisrom scratch
in limited storagejn onescanof the basedatafollowed by indexedlook-upson a smallfraction of the keys, should
sucharecomputatiorbe necessary

8 Experimental Evaluation

In this section,we presenthe resultsof an experimentalevaluationof the techniquegroposedn this paper Using
datafrom the TPC-Dbenchmarkye show the effectivenesof our approachin providing highly accurateanswergor
approximatgoin aggreyates.

We begin this sectionby describingthe experimentaltestbed. We then presentresultsfrom two classesof
experiments—accuracy experimentsand maintenanceexperiments. In the accuray experiments,we comparethe
accurag of techniquedaseddn join synopseso thatof techniquedbasedn basesamplesThetwo key parameterfn
this studyarequeryselectvity andtotal spaceallocatedo precomputedummariefsummarysize). We first compare
the techniquedor a fixed selectvity and varying summarysize and then comparethe techniquedor a fixed sum-
marysizeandvaryingselectvities. We alsostudythe performancef thedifferentmethodgor generatingconfidence
bounds.In the maintenancexperimentswe studythe costof keepingthejoin synopsesip to datein the presencef
insertions/deletionto the underlyingdata. We shov thatjoin synopsesanbe maintainedwith very little overhead
even whenupdatessignificantly changethe characteristicef the underlyingdata. Finally, we addresssomeimple-
mentationissuesthat arisein approximatequery answeringand briefly discussthe architectureof the Aqua system
whichwasusedto generatéheresults.
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Table4: Feature®f relationsin the TPC-D benchmark.

TableName | #of Columns | Cardinality || TableName # of Columns | Cardinality
Cust oner 8 45K Par t 9 60K
Li nei tem 16 1800K Par t suppl i er 5 240K
Nat i on 4 25 Regi on 3 5
Or der 9 450K Suppl i er 7 3K
sel ect avg(l _extendedprice) from custoner, order, lineitem supplier, nation, region
where c_custkey = o_custkey and o_orderkey = | _orderkey and | _suppkey = s_suppkey

and c_nationkey = s_nationkey and s_nationkey = n_nati onkey and n.regi onkey = r_regi onkey
and r_nane = [region] and oorderdate >= DATE [startdate] and o.orderdate < DATE [enddat e]

Figure3: QueryQ, usedfor accurag experimentsBasedon Query@5 from the TPC-Dbenchmark.

8.1 Experimental testbed

We ranthetestson the TPC-D decisionsupportbenchmarkWe useda scalefactorof 0.3 for generatingur testdata.
This resultsin a databas¢hatis approximatelyt20 megabytes. Table4 summarizeshe importantfeaturesof the 8
relationsin the TPC-Ddatabase.

Ourexperimentsvererunonalightly loaded296MHzUItraSRARC-II machinehaving 256 megabytesof memory

andrunningSolaris5.6. All datawaskepton alocal disk with a streaminghroughputof aboutsMB/second.
Query model: The queryusedfor the accurag experimentss basedon query @5 in the TPC-D benchmarkandis
anaggreyatethatis computedon the join of Li nei t em Cust oner, Or der, Suppl i er, Nat i on andRegi on.
Of the six relationsinvolvedin thejoin, the Nat i on andRegi on relationsare sampledn their entirety by Aqua
becausef theirlow cardinality This effectively makesthe problemasdifficult asestimatinganaggreyatefrom a (still
compl«) four-way join.

The SQL statemenfor the queryis givenin Figure 3. It computesthe averageprice of productsdeliveredby
suppliersin a nationto customeravho arein the samenation. The selectconditionstake threeinput parameters—
regi on, st art dat e andenddat e. Theserestrictsuppliersandcustomerso bewithin aspecificregionandfocus
on businesconductedvithin a specifictime interval. In thefollowing experimentswe will vary oneor moreof these
parameterso studythe performancdor variousqueryselectvities.

In this study we have focusedonly onthe hardproblemof computingapproximateaggreyateson multi-way joins.
Of course,our samplingresultsextendto the simple caseof singletableaggreates.Thus,dueto spaceconstraints,
we do not shaw ary resultsfor the singletablecase.Besidesthoseresultsqualitatively mirror the onespresentedn
the context of onlineaggreyationfor singletableaggregatefHHW97].8
Spaceallocation schemes: Recallfrom Section5 that we proposeda numberof schemedor allocatinga given
amountof summaryspaceto enableapproximateguery answering. For the casewherecertaincharacterizationsf
the query mix wereknown, we presentedptimal allocationstratgjiesto minimize overall error. However, for this
experimentaktudy we assumehe morerealisticscenariowvherethis informationis unavailable. Thus,we studythe

7By the TPC-Dspecificationascalefactorof 0.3createsapproximately300megabytef data.Dueto someoverheadn the storagecomponent

of Aqua,thedatavolumeis slightly higherthanin the specification We arecurrentlyworking on reducingthis storageoverhead.
80f coursewe provide a singleanswemwith errorboundswhereasthey have progressiely refiningoutput.
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six spaceallocationschemegproposedn Section5.2, namely EquiBase CubeBasgPropBase Equidoin, Cubedin
and PropJin. For the purposesof this experiment,we focus on the four major relationsusedin Q,, andallocate
basesamplesindjoin synopse®nly onthoserelations.Thereforethe basesamplingschemeslivide up the summary
spaceamongsamplesof Li nei t em Cust oner, Or der, andSuppl i er, whereasthe join synopseschemes
distribute the summaryspaceto join synopsedor Li nei t em(which includescolumnsfrom Cust orrer , Or der ,
andSuppl i er), for Cust oner (whichincludescolumnsfrom O der ), for Or der (whosejoin synopsiss justa
basesample)andfor Suppl i er (whosejoin synopsids alsoabasesample).

Recallthat PropJoin givesan equalnumberof tuplesto the varioussamplesvhereagEquidin dividesthe space
equally Thus,amongthe variousschemesthe sourcerelationin the 4-way join in Q,, Li nei t em is allocatedthe
mostspaceby PropJoin sinceit hasthe largesttuple andthe leastspaceby Equidin, while Cubedin allocatespace
in betweerthesetwo extremes.Lik ewise,amongthe basesampleschemesPropBaseallocateshe mostspaceto the
basesampleof Li nei t em thenCubeBasgthenEquiBase In orderto avoid clutterin the graphsthatfollow, we do
not plot Cubedin and CubeBase@ndonly shov numberdor the otherfour schemesThey cover the entirerangeof
performancdor the differentschemes.

The experimentsalsostudythe sensitvity of the variousschemeso the total summarysizeallocated(parameter
SummarySizen the figures). SummarySizes variedfrom 0.1% to 3% of the total databasesize,varying the actual
summarysizein bytesfrom 420KBytesto 12.5MBytes.

8.2 Experimental results

In this sectionwe presentheresultsof the experimentaktudy Thefirst threeexperimentscovertheaccurag studies
andthe final experimentaddressethe problemof maintainingjoin synopsesluring updatego the underlyingdata.
It shouldbe notedthatthe graphspresentedn this sectionarea small subsetof the resultsthatwe obtained.These
resultshave beenchosenbecausehey demonstratehe differentaspectof approximatequeryansweringusingjoin
synopses.

8.2.1 Experiment 1: Join synopsisaccuracy

In this experiment,we studythe accurag of the four spaceallocationschemedor differentvaluesof summarysize
(parameteSummarySizeandfor differentqueryselectvities. We comparethe actualanswerof runningquery 9,
(Figure3) onthefull TPC-Ddatabasagainsthe approximateanswerobtainedrom the differentschemes.

ConsiderFigure4(a). It plotsthe averageextendedprice computedby the differentschemedor varyingsummary
sizes. The actualansweris shovn asa straightline parallelto the x-axis. Following the specificationfor query @5
in the TPC-D benchmarkther egi on parameteis setto ASI A andthe selectionpredicateon the o_or der dat e
columnto therange[1/ 1/ 94, 1/ 1/ 95].

Considerthetwo schemeshatuseonly samplef the baserelations EquiBaseandPropBase Figure4(a) shovs
that theseschemegproduceanswersconsistentlyonly whenthe summarysize exceedsl.5% of the database.(For
lower samplesizes,the join of the basesampleds completelyempty!) In fact, it is not until 2% summarysizethat
the approximateanswermproducedy themcomescloseto the actualanswer In fact, on theleft endof the graph(for
smallersummarysizes),theseschemeeither produceno outputat all (e.g., PropBasefor 1.25% synopsissize), or
produceanswerghataresignificantlydifferentfrom the realanswer(with errorscloseto 100%in somecases).
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Figure4: Behavior of join synopsisandbasesampleallocationstratgiesfor different(a) summarysizevaluesand(b)
for differentqueryselectvities.

The schemesasedon join synopsesEquidin and PropJin, on the other hand,not only produceoutput over
the entire rangeof summarysize studiedbut are alsofairly accuratein estimatingthe correctanswef Evenfor a
summarysize of 0.1% (420 Kbytes)sharedamongall the four join synopsesthe resultsfrom boththe schemesre
within 14% of the actualanswer! Moreover, the variationin the answerds lower thanthe variationin the answers
from basesamplingschemes.The differencebetweenthe two typesof allocationschemess further highlightedin
Table5, which shavs the numberof tuplesin the join outputfor the four schemesin mostcasesthe schemedased
on join synopseproduceat leastan orderof magnitudemore numberof tuplesthanthe basesamplingschemeslo.
As expected PropJin is the mostaccuratesinceit assignghemostspaceo Li nei t em theroot of the 4-way join.

Figure4(b) studiesthe sensitvity of the four allocationschemedor varying selectvities, with the summarysize
setto 1.5% of the databaseize. We changethe selectvity of query Q, by changingthe daterangein the selection
conditionon theo_or der dat e attribute. To controlthe selectvity, we fixedthe parameteenddat e to 1/ 1/ 99,
the tail end of the daterangein the TPC-D specification.We variedthe st ar t dat e parametefrom 1/ 1/ 93 to
6/ 1/ 98 in stepsof six months. Thest ar t dat esareshavn onthe x-axiswith the correspondingjueryselectvity
givenin bracletsbelow.

Selectvity and summarysize have a similar effect on the performanceof the basesamplingschemes.While
the answergeturnedby the EquiBaseand PropBasetechniquesarereasonablycloseto the actualanswerwhenthe
selectvity is high (left endof the z-axis),theanswerdluctuatedramaticallyasthe selectvity decreasesis expected,
thejoin synopsisschemeskquidin andPropJin, staycloseto theactualansweroverthe entirerangedeviating only
slightly whenthe selectvity is down to 1%.

Thesegraphsdemonstratehe advantagesf schemedasedon join synopsesover basesamplingschemedor
approximatgoin aggreyates Evenwith asummarysizeof only 0.1%, join synopsesreableto provide fairly accurate
aggreyateanswers.

9A detailedanalysisof the errorboundson theseanswerss shawn laterin Experiment2.
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8.2.2 Experiment 2: Analyzing accuracybounds

In thisexperimentwe studythevarioustechniquegresenteih Sectiong for confidencéoundsonestimatecnswers.
Basedon the resultsof the last experiment,we focus only on PropJin. Resultsfor other schemesasedon join
synopsesrequalitatively similar.

Figure 5 plots the error boundsfor the PropJin allocationschemefor a summarysize of 2%. It shavs the
90% confidenceboundsof threeof thefive techniquesn Table 1, namely Hoefding, Chebytev (estimatedr), and
Chebytev (conservative}® Theseboundsarecomparedvith boundsbasedn chunkstatistics Thenumberof chunks
arevariedon the z-axis. Sincethefirst threeboundsareindependenof the numberof chunks,they areshavn only
once,for z = 1, ontheleft.!* We first considerthe chunk-independerguaranteethounds(Hoefding andChebytev
(conservative)) thenthe chunk-independerexperimentalbounds(Chebytev (estimatedr)) andfinally the bounds
basedn chunkstatistics.

Recall that amongthe guaranteedounds,Hoefding is tighter than Chebytev (conservativefor confidence
greaterthan 76% and Figure 5 reflectsthis. Next, considerthe Chebytev (estimateds) bounds. It is tighter by
40% on eachend comparedo Hoefding. While theseboundsare not guaranteedthey are basedon large sample
assumptions)n all our experimentswve neverfoundthemto not overlaptherealanswer

We now look atthreechunkrelatedbounds.ChunkStd. Dev. usesthe standardieviation of the chunkanswergo
determinehebound.Again, while not guaranteedheseboundsaretighterthanHoefding andChebybev (estimated
o) andalwaysoverlapthe exactanswer As the numberof chunksincreasethe varianceincreasess expectedand
the boundsgetworse. (Recallthatthe chunksizeis inverselyproportionallyto the numberof chunkssincethetotal
amountof spaceallocatedto a join synopsiss fixed.) The ChunkMin-Max boundplots a bar from the minimumto
the maximumvaluereturnedby the chunkresults. The bar expandswith increasingchunksbut alwaysincludesthe
realanswer Finally, we alsoplot the median which asshavn in Table2 leadsto tighterguaranteedboundswvhenthe
desiredconfidencas above 96%. Sincewe usea lower confidencebound(90%) in this casewe do not plot the error
barfor the median.

Oneof ourmotivationsfor studyingempiricalboundssuchasthoseobtainedby chunkingwasthefollowing: Even
thoughourtechniquesould produceestimatecanswerghatwerevery closeto the actualanswer errorboundsusing
known statisticaltechniquessuchas Hoefding were comparatiely poor. For example,in Figure 5, the estimated
answeris away from the actualanswerby 4.5%. However, the Hoefding errorboundgivesa 90% confidenceaange
of +£20%. Our experimentsconfirmedthe utility of usingempiricalboundsto supplementhe guaranteedtatistical
bounds. Note that the guaranteedoundsare basedon worst caseassumption®n the datadistribution for a given
MAX andMIN; hencethe gapbetweernthemandthe empiricalboundscanbe madearbitrarily large by addinga few
outliersthatincreasemax andmiN while not affectingthe exactanswer Also, the useof a smallnumberof chunks
(e.g.,5 chunks)to generateehunk-basethoundscanfurtherenhancehetrust of the userin the estimateproducedy
theapproximateansweringsystem.

In summaryusingthetechniquegproposedn this paper onecandesigna queryansweringsystemwhich notonly
producesaccurateapproximateanswerdor complex multi-way join aggreyatesbut alsoprovidesgooderror bounds

10The CLT boundis not shavn, sinceasdiscussedn Section6.1, it is strictly worsethanthe Chebybev (estimatedr) bound. The Chebyber
(knowne) boundis not applicable sinces, the standardleviation of the extendedprice over all tuplesin the databas¢hatsatisfythe predicatejs

notknown apriori andwould be prohibitively expensie to computeat querytime.
1INote thatsomeof the boundsareslightly shiftedon their z-coordinateto avoid cluttet
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Table5: OutputSizefor thevariousallocationschemes.

BaseSamples JoinSynopses
SummarySiz - P -
y EquiBase | PropBase| Equibin | Propbin
0.1% 0 0 6 25
1% 0 2 56 142
1.5% 12 4 104 228
2% 38 44 131 300
3% 38 108 195 453
60000 300
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Figure5: Traditionalandsubsamplingerrorbounds. Figure6: Queryexecutiontime for variousschemes.

usingguaranteedtatisticalandheuristicempiricaltechniques.

8.2.3 Experiment 3: Query executiontiming

Figure 6 plots the time taken by the variousstrategjiesto executethe query (the y-axis is in logscale). The time to
executethe actualqueryis 122 secondsandis shavn asa straightline nearthe top of the figure. As expectedthe
responséimesincreasewith increasingsummarysize. However, for all the sizesstudied,the executiontime for the
gueryusingjoin synopsess two ordersof magnitudesmaller! (Thetimesusingbasesamplesaremorethananorder
of magnitudesmallerthanthosecomputingthe actualanswer)

This experimentdemonstratethatit is possibleto usejoin synopseso obtainextremelyfastapproximateanswers
with minimal lossin accurag. Thisis goodevidencethatapplicationssuchasdecisionsupportanddatawarehous-
ing, which canoftentoleratemaiginal lossin resultaccurag, canbenefittremendouslyfrom the fasterresponsesf

approximategueryansweringsystems.

8.2.4 Experiment 4: Join synopsismaintenance

In this section,we shov experimentalresultsdemonstratinghatjoin synopsesanbe maintainedwith very minimal
overhead.Suchjoin synopsegangive very goodapproximateanswerssven whenupdatessignificantly changethe
natureof the underlyingdata. We basethis sectionon a join betweenthe Li nei t emand Or der tables. The

21



sel ect avg(l quantity) fromlineitem order
where | _orderkey = o_orderkey and o.orderstatus = F

Figure7: JoinsynopsignaintenancegueryQ,, .
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Figure8: Theleft sideof thefigure shavs aggrejatevaluescomputedrom join synopse®f varioussizes.Theright
sideshaws the costof online maintenancef the samples.Both of themare plotted against;00, 000 updatedo the
Li nei t emtable.

guery usedretrievesthe averagequantity of tuplesfrom the Li nei t emtable that have a particularvalue for the
o_or der st at us column.The SQL statemenfor thequeryis givenin Figure7.

We considerthe maintenancef a join synopsisfor Li nei t emastuplesareinsertedinto theLi nei t emtable,
usingthe algorithmof Section7. Note thatinsertionsinto othertablesin the schemacansafelybe ignoredin main-
tainingtheLi nei t emjoin synopsisFigure8(a) plotstheaggreyatevaluescomputedrom join synopsesf different
sizes. Evenfor extremelysmall sizes,the join synopsiss ableto track the actualaggreyatevalue quite closelyde-
spite significantchangesn the datadistribution. Figure 8(b) thenshaws that maintenancef join synopsess very
inexpensve, by plotting the averagefraction of theinsertedLi nei t emtuplesthatareactuallyinsertedinto the join
synopsis.n accordancevith the algorithmof Section7, we go to the basedataonly whenatupleis insertedinto the
join synopsislt is clearfrom thefigurethatthis numberis a smallfractionof thetotal numberof tuplesinserted .(For
example whenmaintaininga sampleof 1000 tuplesandprocessing00, 000 inserts we go to the basedataonly 4822
times.)

8.2.5 Summary of experiments

The experimentakesultsin this sectionempirically demonstratéhe validity of thetechniquegproposedn this paper
Theresultsshov thatjoin synopseganbe usedto computeapproximatgoin aggrejatesextremelyquickly, andthat
the performancef join synopsess superiorto thatof basesamplingschemesFurther theresultsalsoshov thatjoin
synopseganbe maintainednexpensvely duringupdatesFinally, theresultsindicatethatempiricalerrorboundsare
agoodcomplemento traditionalguaranteedboundson approximateanswers.

22



Queries Approx. Answers
Aqua Conf. Bounds

New
Data
Data Warehouse
\N -
Figure9: The Aquaarchitecture.
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(a) Original query (b) Rewritten query (c) Rewritten for chunks

Figure10: Queryrewriting to usejoin synopses.

8.3 Architecture

As discussedh theintroduction thework in this papemwasdoneaspartof the ApproximateQUery Answering(Aqua)
projectfGMP974 atBell Labs.We arecurrentlyin the procesof implementingthe Aquasystem.In this sectionwe
briefly describecertainaspect®f the Aquasystemrelevantto the implementatiorof join synopsesThis sectioncan
alsobeviewedasonepossibleway to implementoin synopseén a DBMS.

Aquais designecasamodulethatsitsontop of aDBMS managinga datawarehouseAquaprecomputestatistical
summarie®n therelationsin thewarehouseCurrently, the statisticstake the form of samplesandhistagramswhich
arestoredasregularrelationsinsidethewarehousethey arealsoincrementallymaintainedup-to-dateasthe basedata
is updated.

Aqua answersuserqueriesusing the precomputedgummaries.Approximateanswersare provided by rewriting
the userqueryover the summaryrelationsand executingthe new query The rewriting involvessuitablyscalingthe
resultsof certainoperatorswithin the query Finally, the queryandthe approximateanswerareanalyzedo provide
guaranteesn the quality of theanswer(Section6). The high-level architectureof Aquais depictedn Figure9.

We now give two examplesof queryrewriting in Aquathatillustratesthe useof join synopseshighlighting the
rewriting processvith andwithoutchunks.Furtherdetailsontherewriting procedurereprovidedelsavherel GMP974.

Considerthe queryin Figure 10(a). It is a variation of the updatequery Q,,, showvn in Figure 7, exceptthat
it computeghe suM ratherthanthe AvG aggreyate. Further assumehatLOsynopsi s is a 1% sampleof the join
betweertheLi nei t emandOr der tables.Whenthequeryis submittedo Aqua,it identifiesthejoin beingcomputed
in thequeryandrewritesthequeryto refertotheLOsynopsi s table. Therewrittenquerysubmittedo thewarehouse
is shavnin Figure10(b). (Calculationof errorboundsis not shonvn herefor simplicity.)

Recallthatwe usechunksto provide empiricalguaranteesn the approximateanswersomputedby Aqua. Since
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the numberof chunksis fixed before querytime, one approachto implementingchunksis to materializethem as
separateablesandrun the transformedqueryon eachchunk. However, this canbe expensve. Instead to avoid this
overheadwe make useof the group-byoperationasfollows. We addan extra columnto eachjoin synopsiselation
andpopulateit randomlywith a valuein therangel[l.. .k], wherek is the desirednumberof chunks. This is done
at the time the join synopsidgs created not at querytime. At querytime, we rewrite the queryto includethis extra
columnasa (possiblyadditional)group-bycolumn,andexecutethe query In a postprocessingtep,we assemblehe
estimatge.g.,take the medianor theaverage)andthebound,andreturntheresult.In thisway, all chunksarehandled
with a singlequery Figure10(c) shavsthequeryin Figure10(a)transformedo usedchunks.Notethatchunkidis a
columnthatis addedto the LOsynopsi s tableto identify chunks.(Onceagain,computatiorof errorboundsis not
shawvn in thefigurefor simplicity.)

In additionto theissueof join synopseswe areinvestigatingseveralotherissuesn Aqua. Thesancludethe useof
othersynopsisdatastructuressuchasthosediscussedn [GM98c, GM984, and providing approximateanswerdor
general(non-aggregate)queriesthat returna setof tuples,eitherby usingsamplegGMP974 or histogramdIP98].
Furtherdetailson Aquacanbefoundin [GMP973 GPA+9§].

9 Conclusions

In this paper we have focusedon the importantproblemof computingapproximateanswerdo aggregatescomputed
on multi-way joins. For datawarehousingenvironmentswith schemaghat involve only foreign-key joins, we have
proposedoin synopsessa solutionto this problem. We have shavn that schemedasedon join synopsegprovide
betterperformancehan schemesasedon basesamplesfor computingapproximatgoin aggrejates. Further we
have alsoshavn that join synopseanbe maintainedefficiently during updatedo the underlyingdata. Finally, we
have exploredthe useof empiricalconfidenceboundsfor approximateanswersandhave shovn thatthey area good
complemento traditionalguaranteethounds.

Samplingis becomingincreasinglyessentiain datawarehousingand otherapplications.Hence,it is important
to eliminateary fundamentaproblemsthatlimit its applicabilityto complecx queries.This paperidentifiesonesuch
problemandpresentscompletesolutiontoit. As partof thissolution,we alsodevelopnovelerroranalysigechniques.
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A Appendix

Proof.  (of Theorem5.1) Sinceadditionalsamplepoints only decreaseéequationl, the optimal solution has

> ;nisi = N. Assumdfirstthats; = 1 for all 5. Letr bethenumberof sourcerelations.Consideithe optimalchoice
of n;'s thatminimizesEquationl. Considerary j,k < r, j # k. If wesetn; = x andC = N — Zl#’k n; sothat
ng = C — z thenwe have thatin the optimalsolutionthe expression
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is minimizedfor z. To find thevalueof 2 minimizing the expressiomabore we find whenits derivativeis zero:
1 1
Sfia 2+ Sh(C =) =0

Substitutingoackn; = x andny = C — = we get

n; _ (ﬁ>2/3
ng fr '

Sincethis holdsfor every pair j # k and), n; = N, we getthat
f'2/3

K
2/3°
Zj fj /
Now considerthe generalkcasewherethe s; may bedistinctandgreaterthanone. Let n} = n;s; and f; = f;/si.
Thenwe canrewrite the expressiorto minimizeas} J; where) . n; = N. Usingthesolutionderivedabove we
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getthatthe expressioris minimizedfor

0= N e N fi23s113
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Thereforewe have A
ng =n;/s; = Ni(f"/si)y3 :
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LemmaA.1 Considera family of boundsof theform
Pr(lery — p| > t) < A 4)

for somec > 1 andsomed, 0 < § < 1. Thenfor all ¥ > 1, the boundsobtainedby applyingEquation4 with no
chunkingare smallerthanthe boundsobtainedby applyingEquation4 to thechunkestimatose ;) andthenapplying
Equation3 to themedian e, of thechunkestimatos.

Proof. Letk > 1 bethenumberof chunks.We plugin p = 1 — ¢§'/* into Equation3, resultingin
L5]

Z( : ) (1 — 8V/k)i (ca1/kyk

=0

Pr(le; — ul > 1)

L)
_ Lk k _ sl kvigs1/k\k—i
= "0+ iEZI ( ; (L =¢e5 %) (ed™ ") > o,

sinceeachtermin the summatioris positive when0 < 6 < 1, andc® > ¢. Thustheerror, §, without chunkingis less
thanthe errortakingthe medianof £ > 1 chunks. .

LemmaA.2 In ead ofthetechniquedescribedn Sectiorb.2usingchunkingandtakingthemedian theerror bound,
t, is minimizedwhenall the chunksare the samesize

Proof. Let & be the numberof chunks,andlet ny,...,n; be the chunksizes. Then,Zf:1 n; = n. Forthe
mediantechniquethe p in Equation2 is determinedrom Equation3, basedon the givenp and k. For this p, we
wish to minimizethet in Equation2. Thuswe wish to minimize the maximumof the chunkerrorboundsty, . . ., tx;

this is accomplishedvhenall suchboundsareequal. In eachof the techniqueslescribedn Section6.2,the bounds
are functionsof p, MAX, MIN, o, &, and/orn;. Of these,only n; may differ from chunkto chunk (e.g., recall
that & is computedover the entire sample),andt; is proportionalto 1/,/n;. Thusall ¢; are equalpreciselywhen
ny =mng =---=n, =n/k. .
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